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Abstract 

In recent years, new technologies provide a detailed look into the organization of DNA inside the                

cell nucleus. Specifically, proximity ligation methods, such as Hi-C, measure the number of             

physical interactions between pairs of genomic loci, highlighting local structures called           

topological domains (TADs). These are 0.5-2Mb-long regions that tend to fold autonomously,            

and play a crucial role in multiple cellular processes, including replication and gene expression              

regulation. They are correlated with GC content, gene density, chromatin structure and more.             

Despite the ever increasing resolution of these methods, much is still unknown regarding the              

genomic organization and the mechanisms that shape it. In my thesis I will present two               

approaches for modeling the interaction patterns revealed by Hi-C. 

One approach, based on the self-interaction property of TADs, is a Spectral Clustering inspired              

method for TAD calling. The chromosome will be represented as a connected graph, and TADs               

will be called by finding strongly connected components. In addition, I will propose a statistical,               

quantitative evaluation for chromosome segmentation, and show that our suggested method           

outperforms standard methods with regards to this evaluation. 

The second approach is a generative model which uses multiple linear regression to estimate to               

which extent each genomic region functions as a boundary between adjacent domains. As             

opposed to discretely classifying regions as “boundary” or “non-boundary” the model will            

associate regions with real number, indicating how insulating they are. This model is efficient,              

and can accurately reconstruct the pairwise interaction map used as input. The resulting map is               

less noisy and can be used as a background model for finding enriched pairs, such as promoters                 

and their distant regulating regions. 

The two parts of the thesis suggest computational algorithms for distilling noisy biological             

information into a deep look into the genomic folding, and will allow understanding of the               

molecular elements designing and defining the partition of the genome into domains. 
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 תקציר

חלקן התא. גרעין בתוך הדנ"א וקיפול ארגון של מפורטת תמונה מספקות חדישות טכנולוגיות האחרונות                בשנים

מספר את מודדות הן .Hi-C כגון ,(proximity ligation) פיזית קרבה על־פי לקישור שיטות על                מתבססות

נחשפים הנוצרות האינטראקציה מפות בעזרת לזה. זה פיזית שקרובים גנומיים אתרים של זוגות בין                האינטראקציות

Topologically Associating Domains,) טאדים בקיצור או אוטונומיים" מבניים "דומיינים הנקראים            מבנים

בחיי תהליכים במספר מהותי תפקיד בעלי והם עצמם, לבין בינם להיקשר נוטים הם .0.5-2Mb שאורכם (TADs                

ועוד. הכרומטין מבנה גנים, צפיפות בגנום, GC אחוז עם מתואמים הם כמו-כן, גנים. ביטוי על ובקרה שכפול כמו                    התא

והמנגנונים הגנומי הארגון בתחום הגלוי על הנסתר רב עדיין הללו, השיטות של וגדלה ההולכת הרזולוציה                 על־אף

.Hi-C שמעצבים אותו. בעבודת המוסמך שלי אציג שתי גישות למידול תבניות האינטראקציה שמתגלות על ידי השיטה 

במציאת ועוסקת (Spectral Clustering) ספקטראלי לציברור אלגוריתם על מתבססת שאציע הראשונה             הגישה

רכיבי מציאת ע״י לטאדים אותו מחלק והאלגוריתם מקושר, כגרף מיוצג הכרומוזום כך, לשם טאדים. בין                 הגבולות

המוצעת שהשיטה ואראה כאלה לדומיינים כרומוזום חלוקת של כמותנית להערכה מדדים אציע בנוסף, חזקים.                קשירות

 עולה בביצועיה על שיטות קיימות.

הגנום לאורך קטע כל כמה עד להעריך כדי מרובה לינארית ברגרסיה משתמש אשר גנרטיבי מודל היא השניה                   הגישה

מספר אזור לכל מתאים המודל גבול", "לא או "גבול" הבדיד מהסיווג בשונה שכנים. דומיינים בין חזק כגבול                   משמש

מדויקת בצורה לשחזר ומצליח ביעילות, עובד הרגרסיה שמודל אראה הזו. התכונה את רציפה בצורה המתאר                 ממשי

כמודל לשמש ויכולה מדידה מרעשי נקיה שנוצרת האינטראקציות מפת למד. ממנה בזוגות האינטראקציות מפת                את

 רקע למציאת זוגות אינטראקציות שמופיעים ביתר, למשל בין פרומוטורים ואזורי הבקרה המרוחקים שמבקרים אותם.

קיפול על מעמיקה הסתכלות לכדי רועש ביולוגי מידע לזיקוק חישוביים אלגוריתמים מציעים התיזה חלקי שני                 ביחד,

 הגנום, ויאפשרו הבנה עתידית של האלמנטים המולקולריים שמעצבים ומגדירים את חלוקת הגנום לדומיינים.
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1. Introduction 

Inside each and every cell of our bodies there is a copy of the genetic material, the DNA. All the                    

cells in a single organism contain the exact same DNA, and yet the cells exhibit a vast diversity -                   

both structural and functional - from neurons, to skin cells, heart, liver and so on. This is                 

achieved through the differential expression of genes and proteins in different tissues in a highly               

specific manner. These expression patterns are achieved by carefully regulating which genes are             

expressed (meaning, transcribed into RNA and then translated into proteins) in every cell of our               

bodies. Transcription takes place within the nucleus and is a key component of gene regulation.               

Taking part in this process are the enzyme called RNA Polymerase II, proteins called general-               

and sequence-specific- transcription factors, and different regulatory, non-coding sequences in          

the genome. Additional factor involved in gene regulation is the three dimensional organization             

of the genome inside the nucleus. This structure is studied for more than a century (Boveri,                

1909); Originally with very crude resolution, but new methods in recent years reveal finer and               

finer resolution. 
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Figure 1. Chromosomal organization hierarchy, from the highest resolution of several base-pairs (top) 
to the lowest resolution of whole chromosomes (bottom; From Schalch, 2017) 

 

The human DNA is consisted of 23 chromosome pairs, with total length of 2 meters, and yet it                  

fits inside the nucleus of the cell, which is only a few microns (10-6 m) in diameter. The                  

chromatin is compactly packed into the nucleus in a complex way that allows its cellular               

function: It has been shown that the density of chromatin affects gene expression levels              

(Schneider & Grosschedl, 2007), replication time (Pope et al., 2014), enhancers tend to interact              

physically with their promoters (Dekker, 2008) and actively expressed yet linearly distant genes             

tend to co-localize (Osborne et al., 2004). 
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Figure 2. Functional aspects of chromatin conformation (from Cremer & Cremer, 2001), including             
chromatin loops with active genes expanding (marked as a); early replicating (green) and late              
replicating (red) domains (marked as d); and active genes (white dots) and silenced genes (black dots,                
marked as e). 

 

The mammalian chromatin is organized in different scales (Figure 1.), with Chromosome            

Territories as the highest level - chromosomes themselves tend to be self-interacting, forming a              

partitioning of the nucleus into territories. The next resolution, in the scale of ten of Megabases,                

is the A/B compartments (Figure 2., Figure 3.), two sets of genomic regions that are associated                

with euchromatin (lightly packed, enriched with genes and often transcribed) and           

heterochromatin (densely packed, with reduced number of genes). Genomic loci tend to interact             
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more within these regions, even with linearly distant loci. Another organization, few Megabases             

of scale are Topologically Associating Domains (TADs) (Dixon et al., 2012; Nora et al., 2012),               

which are the main focus of this work and will be discussed in depth. The finest resolution is the                   

nucleosomes level, where around 146 base-pairs are wrapped around a protein complex called             

the nucleosome. 

 

 

Figure 3. A/B Compartments and TADs (from Dekker et al., 2013) 
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Figure 4. The Hi-C process (from Lieberman-Aiden et al., 2009) 

 

Chromosome Conformation Capture (3C) techniques, developed in order to inspect that           

conformation, use proximity ligation to estimate physical interaction frequency between genomic           

locations. Specifically, the Hi-C method (Lieberman-Aiden et al., 2009) measures the           

DNA-DNA interaction occurrences, meaning how often every pair of loci are physically            

proximate to one another, with improving resolution. Others methods, such as Fluorescence in             

situ Imaging (FISH; Figure 5), provide a more direct look into the genomic organization in few,                

selected cells, and in low spatial resolution. Genome Architecture Mapping (GAM) (Beagrie et             

al., 2017; Figure 6) uses cryo-slicing (laser-cut slices of frozen cells) and sequencing to              

accurately identify sets (pairs, triplets, etc.) of interacting loci in a single nucleus, but both               

methods lack the scale of proximity-ligation based methods. 
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Figure 5. Fluorescence in situ hybridization - allowing for precise measuring of the distance between               
two loci, with red and green fluorescent tags 

 

 

Figure 6. Genome Architecture Mapping - proximate loci (not necessarily linearly proximate) will tend              
to co-reside in a slice (Beagrie et al., 2017) 
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1.1 Topologically Associating Domains 

It was shown that chromatin tends to be arranged in defined areas called TADs, which are often                 

preserved across tissues and species (Dixon et al., 2012; Nora et al., 2012). TADs tend to                

correlate with biological functionality, for example, genes are likely to reside in a single TAD,               

and such are their related enhancers (Dekker, 2008). Disruption of TAD structure, caused either              

by mutation or genome editing, can result in improper expression regulation and mutant             

phenotypes, such as polydactyly (Lupiáñez et al., 2015; Figure 7) 

 

Figure 7. Phenotype of boundary element inversion using genetic editing (from Lupiáñez et al., 2015) 
 

The process and factors forming TADs are partially unknown, but a recent model for them is the                 

Loop Extrusion model (Fudenberg et al., 2016). According to this model a loop-like protein              

complex, called cohesin, binds to the chromosome, which is extruded through the loop. DNA is               

pushed through, creating a loop whose ends are adjacent to the cohesin complex, until another               

transcription factor, called CTCF, is bound to the DNA and reaches the cohesin. It then functions                

as a barrier, stopping the DNA from being pushed through the loop. CTCF is an oriented barrier,                 

meaning the orientation of its binding site determines whether it will stop the DNA or not. The                 

genomic interval between the CTCF barriers will fold freely into itself and form a TAD. The                

extrusion model explains why the transcription factors cohesin and CTCF are abundant at TAD              

boundaries, and also suggests that some genomic regions are more “insulating” than others, that              

is, loci upstream to it rarely interact with loci downstream. 
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Figure 8. Interphase Loop Extrusion - 3D structure and resulting simulated Hi-C map, which resembles               
actual Hi-C maps (Fudenberg et al., 2016) 

1.2 Discrete TAD calling 

In order to further develop our understanding about the mechanism behind TAD forming, a first               

step is to locate them. It was shown that TAD locations along the genome are preserved across                 

cell types and along the evolution tree (Dixon et al., 2012). TADs are often adjacent, and in this                  

work we’ll assume so the upstream end of a TAD is the end of the next TAD; Under this                   

assumption we consider the TAD calling problem a segmentation problem. 

Two loci in the same TAD do not only interact with each other more often, they tend to do or do                     

not interact with a third locus correlatively, meaning that their Virtual 4C profiles (Hi-C rows)               

will tend to be similar. Thus, it is reasonable to implement TAD segmentation using clustering               

methods, where each cluster corresponds to a TAD. Various algorithms were developed to             

segment the Hi-C map, based on several mathematical approaches. Dixon et al. defined the              

Directionality Index, a real number computed for every locus, indicating whether most of its              
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interactions are up or down-stream. A different approach (Crane et al., 2015) is to compute the                

Insulation Score – the number of interactions that cross the locus of interest – and choose its                 

minima as TAD boundaries. It is noteworthy that in both aforementioned methods interactions of              

different distances are summed together, ignoring the fact that distant interactions are infrequent.             

These approaches ignore the clusters-like nature of TADs stated above. 

Newer approaches use graph-theory inspired methods (Chen et al., 2016; Yan et al., 2017),              

where the nodes are Hi-C bins, and the edges are interactions between them. A method closer to                 

the one suggested here also uses graph representation and spectral analysis (Chen et al., 2016).               

The authors use the concept of Fiddler Vector (see Chapter 2.1.1): They project the Laplacian of                

the Hi-C map to a one-dimensional space and place a TAD boundary at a locus chosen in that                  

space. The chromosome is then split to two, and the process continues recursively. This greedy               

algorithm is time efficient but is not guaranteed to result in any global optimization, and taking                

multiple eigenvectors, rather than the first one, yields better results (Alpert & Yao, 1995) 

To overcome these issues we have developed a spectral-clustering-based algorithm, presented in            

Chapter 2.1. We will define a target function using Bayesian Estimation and find its global               

minimum using Dynamic Programming. We also present several new metrics for segmentation            

evaluation, and compare proposed algorithm to alternative approaches. 

1.3 TAD boundaries - a more quantitative view  

In the published work mentioned earlier (Crane et al., 2015), the insulation score was termed.               

This insulation score aims to quantify, per genomic region, the insulation property - how often               

loci up-stream to it interact with downstream loci. It is computed using Hi-C map, counting the                

number of interactions crossing the region of interest. We can picture an axis-aligned square,              

sliding along the diagonal of the Hi-C matrix (Figure 9.); The score corresponding to a locus is                 

the mean interaction within the square, while its corner is at the locus. 
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Figure 9. The Insulation Square calculation (Crane et al., 2015) 

 

Examining Hi-C matrices, one can note that between some adjacent TADs there are more              

interactions compared to other pairs of TADs. These TADs can be unified to “Super-TADs”. On               

the other hand, some TADs can be further split into sub-TADs, between which there are fewer                

interactions than inside each of them. This way a hierarchical structure, that better describes the               

data, can be constructed (Ron et al., 2017; Chen et al., 2016). We will also note that boundaries                  

between sub-TADs are associated with a valley, albeit smaller, in the Insulation Score vector. In               

Chapter 2.2, we will use this insight to develop a model that associates each region with a real                  

number, indicating how insulating it is, rather than classifying each region as boundary or              

non-boundary. As opposed to the aforementioned Insulation Score, we will present generative            

forward modeling, a model that given a 1D set of parameters (n parameters for n-lengthed               

chromosome) predicts the 2D (n2 parameters) map. In addition, we present a solution for the               

inverse problem - taking the Hi-C map as input, and infer the parameters which accurately               

reconstruct the map. This model enables us to analyze finer-grain elements of the genome’s              

structure. For example, there is an abundance of sites enriched with CTCF and cohesin bindings,               

only some of which are associated with a TAD boundary. This model will allow to further                

investigate the other binding sites’ function. 
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Figure 10. Illustration: Hi-C matrix, from which parameters are inferred, and reconstructed matrix 

 

2. Results 

During my thesis, I have addressed the question of understanding TADs and their boundaries in               

two approaches - the discrete and the continuous one. We are now ready to present those                

approaches in detail. In section 2.1, I will present a polynomial algorithm for efficient and               

accurate TAD calling based on spectral analysis of the Hi-C matrices. Next, in section 2.2, I will                 

present the complementary approach, based on a multiple linear regression models, for            

estimating the insulation property for each genomic region.  

2.1 Spectral TAD calling 

2.1.1 Introduction to Spectral Clustering 

Our approach relies on the self-similarity property of Virtual 4C profiles of regions in the same                

TAD; In other words, two loci in the same TAD tend to interact with similar probability with a                  

third locus. This is the underlying motivation for approaching TAD calling as a clustering              

problem, where each Virtual 4C profile (a Hi-C row) is a datapoint. Moreover, unlike some               

clustering problems (e.g. those tackled with K-means) we believe that clusters are not well              

behaved Gaussians or Balls in some high-dimensional space, but rather have a “connectivity”             

property - adjacent rows are very likely to be similar, whereas the first and the last rows in a                   
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TAD will differ substantially. Spectral clustering is well suited for datasets of this kind (Figure               

11). 

 

 

Figure 11. Illustration of clustering problem, with 2 clusters demonstrating the motivation behind             
spectral clustering 

 

 

Figure 12. Illustration of (A) Hi-C interaction counts matrix, (B) its graph representation and chosen               
cuts (C) resulting TADs 

 

The problem of clustering similar data points in some space can be generalized to clustering               

nodes of a non-negative weighted graph, where weights denote similarity. Specifically,           

clustering to two populations is equivalent to finding a Minimum Cut. Given a partition of the                

nodes to sets A, B, the cut cost is where wuv is the weight of the edge         ut(A, )C B = ∑
 

u∈A,v∈B
wuv          
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connecting u and v, and the cut cost of a bi-partition is , where C is a subset of nodes            ut(C, )C C         

and is its complement. The nodes in each side of the cut form a cluster, and the less similar C                    

nodes between the two clusters are, the smaller is the cost of the cut. Finding the minimal cut is a                    

well-studied problem, and it can be solved efficiently in polynomial time (Ford-Fulkerson or             

Edmonds-Karp in O(VE2), Dinitz in O(V2E), or the all-vs-all version of Stoer-Wagner in O(V3),              

where V and E denote the number of nodes and edges, respectively; see Cormen et al., 2009). 

In the case of two clusters, these algorithms offer an efficient, exact solution. In the more                

generalized scenario of multiple clusters, called Minimum k-cut, the cost of partition to k clusters               

will be the summed costs between each cluster and its complement: 

 Cut(C , , .., ) ut(C , )k 1 C2 . Ck = ∑
k

i=1
C i C i  (Eq. 1) 

Lamentably, in practical scenarios these polynomial solutions often perform poorly. Commonly,           

a single or few distant outliers with very low similarity to other nodes (represented as light                

edges) will form the minimal cut, while intuitively we will consider roughly equal sized clusters               

better. To express this preference, the RatioCut was suggested (Hagen and Kahng, 1992) where              

the cost is divided by the number of nodes: where |C| denotes         atioCut(C , .., )R 1 . Ck = ∑
 

i
|C |i

Cut(C ,C )i i     

the number of nodes in the component. To overcome different degrees in the clusters (in addition                

to their different sizes) Shi & Malik proposed the Normalized Cut approach (2000). Formally,              

they denoted the “volume” of a set as the overall sum of degrees, , and            ol(C) eg(v)V = ∑
 

v∈C
d   

defined the multi-cut normalized cost as:  

 cut(C , .., )N 1 . Ck = ∑
 

i
V ol(C )i

Cut(C ,C )i i  (Eq. 2) 

While, as noted, minimum cut is solvable in polynomial time, and so is minimum k-cut with                

fixed k, Normalized Cut is NP-complete (Shi & Malik, 2000). This is where approximation              

algorithms come to the rescue, and specifically Spectral Clustering. 

Spectral Graph Theory studies the representation of graphs as matrices, and their characteristics             

such as their eigen-decomposition with regards to the graph properties. In particular, Spectral             
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Clustering provides the tools to cluster the nodes of a graph, or other data represented as a graph,                  

based on a normalized adjacency matrix, called the graph Laplacian. The Laplacian is             

constructed from the adjacency matrix of the graph, A, defined to be where D is a            L = D − A      

diagonal matrix populated with the degrees:  for each node i.Di,i = ∑
n

j=1
Ai,j  

The Laplacian is a Positive Semi Definite matrix since, as will be shown soon (Eq. 3), the                 

bilinear form is non-negative for every vector v. The vector 𝟙 is an eigenvector of L with  LvvT                 

eigenvalue 0: Multiplying by 𝟙 means summing the columns of L - the row corresponding the a                 

node v is consisting of its degree, and the weights of all its edges with a negative sign, totaling to                    

0. Because this is true to each row, we get . Furthermore, an indicator vector of a          L · 1 = 0        

connected component (1s on the entries corresponding to the nodes of the component and 0s               

elsewhere) is a eigenvector of L as well: Let’s suppose w.l.o.g that the nodes in the component C                  

are the first ones, and v is the indicator vector 

 

We will note that the product Lv is equivalent to summation of first |C| columns of L. In the first 

|C| rows all edges are included in the summation (since C is a connected component, no edges 

connect it with its complement), and together with the degree in opposite sign, the total is 0. 

In the rest of rows, all the addends are 0, and so is their sum. 

It can be shown (Von Luxburg, 2007) that for a vector v: 

 Lv (v )vT = 2
1 ∑

n

i,j=1
Aij i − vj

2  (Eq. 3) 

This sum is non-negative (recall that weights are non-negative), meaning , which          v.v Lv∀ T > 0   

proves that L is Positive Semi Definite. In addition, if v is the indicator vector of a set of nodes                    

C, we get : The addends in Eq. 3 are non-zero if and only if vi is in C and v j is   Lv ut(C, )vT = C C                    

not or vice versa. Each pair is counted twice (in both orders), but this factor is canceled by the                   2
1  
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coefficient, and the total sum is exactly the Cut value. This also easily proves that for v               vL = 0    

corresponding to a connected component, since is 0 in this case. The second least      ut(C, )C C          

eigenvalue (after 0; all of L’s eigenvalues are non-negative) is called the Algebraic Connectivity,              

and its corresponding eigenvector called Fiedler Vector (Von Luxburg, 2007). This eigenvalue is             

strictly positive if and only if the graph is connected. The Fiedler Vector is commonly used to                 

partition graphs, with its positive elements forming one component and the negative elements the              

other component.  

Using the Laplacian we can compute not only the Cut, but also the Normalized Cut (the ratio                 

between the Cut and the Volume). The volume is derived using the degree matrix, D: 

 Dv (Dv) ol(C)vT = ∑
 

i
vi i = ∑

 

i
v Di

2
ii = ∑

 

i∈C
Dii = V  (Eq. 4) 

By substituting  and using Eq. 4, we get:= uv : D− 2
1

 

 cut(C, )N C = V ol(C)
Cut(C,C) = v LvT

v DvT =
u D DD uT −2

1 −2
1

u D ·L·D uT −2
1 −2

1

= u uT
u L uT

sym  (Eq. 5) 

Which is Rayleigh Quotient of u and the matrix called the Normalized Laplacian, , definedLsym  

by Shi and Malik as . We will examine few properties of the Normalized Laplacian.LDD− 2
1 − 2

1
 

Like the Laplacian, it is PSD (if , then ). Its minimalML = M T D M )(D M )Lsym = ( − 2
1 − 2

1 T  

eigenvalue is 0, with eigenvector , since .D 2
1

LD D LLsym · D 2
1

= D− 2
1 − 2

1
2
1

= D− 2
1

= 0  

Going back to the normalized cut, suppose we have partition of a graph to disjoint subsets, Ci, we                  

denote by vi their corresponding indicator vectors. We will define , the normalized          vui = D 2
1

i    

vector will be denoted by , and the matrix constructed from as columns is .    u′i = ui
||u ||i

      u′i     U ′  

Finally, the cost of the normalized cut induced by  is :C}{ i r(U L U )t ′T sym ′  

 r(U L U ) Lt ′T sym ′ = ∑
 

i
u′i

T · Lsym · u′i = ∑
 

i

ui
T

||u ||i
sym

ui
T

||u ||i
 (Eq. 6) 

Replacing the squared norm with vector multiplications we get: 

 cut(C , )= ∑
 

i
u ui

T
i

u L ui
T

sym i
T

= ∑
 

i
N i C i  (Eq. 7) 
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Finding a matrix satisfying these conditions is equivalent to solving the NP-Complete   U           

Normalized Cut problem. Therefore, we will transform to a relaxation of this problem, finding              

any orthogonal matrix U which minimizes the trace above. This U can be found analytically, and                

is consisted of the k eigenvectors with least eigenvalues of (Shalev-Shwartz & Ben-David,          Lsym    

2014). Since this solution is invariant to rotations (for a solution U and a rotation matrix R the                  

equality holds) the resulting U can not be interpreted as the r(R U L UR) r(U L U )t T T
sym = t T

sym            

indicator vectors of the clusters, but might also be a linear combination of them. Hence, a                

clustering algorithm such as k-means is performed on the normalized rows of U. 

This completes the outline of the algorithm suggested by Ng et al., which provides an               

approximate solution to the k-Normalized Cut problem. As noted before, the Fiedler vector             

induces a bi-partition of the graph, and this can be done recursively in order to split it to several                   

components. However, it was claimed (Ng et al., 2002; Alpert & Yao, 1995) that clustering with                

k vectors simultaneously is superior to this approach. 

 

 

Figure 13. Illustration of spectral segmentation. In order to adhere to order of nodes, node 5 cannot be                  
assigned to the blue cluster 

 

It is noteworthy that we are interested in segmentation, rather than clustering (meaning that data               

points are ordered and the clusters’ elements are consecutive with regards to that order, see               

Figure 13.), as will be explained further. In that case, it is possible to solve the Normalized Cut                  

problem directly with a dynamic programming algorithm, similar to the one described here. 
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2.1.2 Spectral clustering algorithm for TAD calling 

We use a variation of Spectral Clustering (Ng et al., 2002), with the added constraint that all                 

samples belonging to a cluster are consecutive. We construct from the Hi-C data a similarity               

matrix and project it to the Spectral Space; Then we define a probabilistic Bayesian model and                

solve it using a dynamic programming algorithm. 

First, the Pearson correlation matrix C is computed, on the log-scale Hi-C matrix . C             C i,j = ρH ,Hi j
  

is smoother and scale-invariant matrix (the entries are in [-1,1]), and using it, rather than the raw                 

Hi-C counts, improves the results (as seen in Figure 14). 

C is then transformed to the symmetric similarity matrix, A, defined by .            = xp(  )Ai,j : e 2σ2
−(1−C )i,j

2

 

Meaning the correlations are mapped from [-1,1] to (0,1], using the monotonically increasing             

half gaussian, whose standard deviation is chosen based on the data (see Methods). 

We construct the diagonal matrix D, which satisfies (such that the sum of each row        Di,i = ∑
n

j=1
Ai,j         

in D-A is 0). The Normalized Laplacian is then computed and its first k       (D )DLsym = D− 2
1

− A − 2
1

        

eigenvectors are taken as column vectors, to form the matrix V. The rows of V are normalized to                  

be unit sized: . Each data point corresponds to a Hi-C bin, transformed to a   ui = vi
||v ||i 2

    ui          

k-dimensional space and then projected to the sphere, where they are then consecutively             

clustered. 
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Figure 14. The spectral projection of data from from Dixon et al., 2012 (chr10, mouse cortex). Each                 
plot is a coordinate on the 8-dimensional space 

 

 

Figure 15. A) Data after the transformation to spectral domain. B) Datapoints projected to the sphere,                
where they are clustered to minimize the variance within clusters (denoted by dashed lines), or               
equivalently maximize the likelihood assuming they were drawn from a normal distribution 
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After performing the spectral projection to the k-1 dimensional sphere, a standard method is to               

use the K-means clustering algorithm (Ng et al., 2002). As was also suggested (Xiang & Gong,                

2008) we will model the data on the sphere as a Gaussian Mixture Model (Figure 15), where the                  

samples of each cluster are drawn from a multinormal distribution with a diagonal covariance              

matrix (i.e. independent normal distributions).  

Inference of GMM usually involves a stochastic optimization process such as           

Expectation-Maximization (EM), that can be time consuming, and might converge to a local             

minimum. However, in the special case where all the samples belonging to a cluster are               

consecutive (i.e. segmentation rather than clustering), a dynamic programming algorithm can be            

used, which is guaranteed to find the optimal solution. 

The parameters for each Gaussian (cluster) are chosen using Bayesian Estimation. The priors are              

derived from the uniform distribution over the sphere, and . Every additional sample        μ0   σ0     

(point on the k-1 dimensional sphere) updates the normal distribution hyperparameters: The prior             

distribution, Normal, is the conjugate, and hence the updated distribution remains Normal with             

updated hyperparameters. The likelihood is calculated using the posterior expectations for the            

parameters: ,  (see Methods).(μ|x)μ̂ = E (σ|x)σ̂ = E  

The prior parameters function as a regularization - Maximum Likelihood Estimation will always             

favor shorter segments (e.g. a single sample can be modeled with 0 variance, hence infinite               

likelihood, and in the optimal clustering each cluster will consist a single data point). On the                

other hand, with Bayesian Estimation the number of data points sampled from the distribution is               

a key factor for overcoming the prior parameters, therefore small clusters will have bad              

likelihood. If MLE is used, and since the number of clusters cannot be directly chosen in our                 

Dynamic Programming (as opposed to k-means or EM for GMM inference), a penalty can be               

added that is linearly proportional to the number of clusters. The penalty is noted here for                

generality, and in Bayesian Estimation it is set to zero. 

The score of a proposed TAD containing data points i to j is hence defined as                

. The score of the j’th bin stored in the dynamic programming(i, ) − og P r(u , .., |N (μ, ))T j = l i . uj ˆ σ̂             

table is the sum of costs of the best division that ends at the j’th location, and is defined by: 

 (j) (min(S(i) (i, ) enalty), (0, ))S = min
 i

+ T j + p T j  (Eq. 8) 
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That is, looking upstream for the best locus to place a boundary for the current TAD; or                 

alternatively define all segment as a single TAD up to the locus of consideration. Additional               

table stores the back-pointers, to allow for inference. Finally, the back-pointers are followed             

from Table S last bin, and these are the TAD boundaries locations 

Figure 16. features a toy example for the dynamic programming: above is the segments’ scores               

table T(i,j) (with arbitrary entries, in this example); at the bottom is the resulting total costs table,                 

S. Shortest path from each bin is marked with bold figure, and backpointers with arrows. The                

shortest path from end to start is marked red. For example, the second bin chooses between going                 

directly to start, paying 3, or through the first bin, paying 3 + 2. No penalty is assumed. 

 

 

Figure 16. A toy example for the table of costs, T and the vector of scores, S 

 

Computing T(i,j) requires O(j-i) time, therefore computing a single entry in the dynamic table              

takes O(n2) and finding the solution takes O(n3) when n is the chromosome length in Hi-C bins                 

resolution. (In practice this is done per block, and n is the block’s size, see Methods). Running                 

time can be optimized if we TAD sizes are assumed to be in a certain range, in that case we can                     

reduce the search space and time complexity is O(n2k) where k is the number of possible sizes. It                  

is noteworthy that the distribution parameters can be estimated using Maximum Likelihood            

approach as well, which results in similar segmentations. 
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Figure 17. The algorithm outline: Log raw Hi-C counts, correlations matrix C, affinity matrix A, and                
resulting TADs. Data is mouse cortex chr10:4,000,0000-16,000,000 (Dixon et al., 2012)  

2.1.3 TAD boundaries evaluation 

Because no ground truth (i.e. the actual division of genomic loci into TADs) is given, we have                 

developed several metrics to evaluate the accuracy of a candidate segmentation. Some of these              

metrics use the input Hi-C dataset, quantifying how well the segmentation fits that data, and               

some use another biological data, adding a biological evidence to the validity of the result. 

Four algorithms were evaluated - the one presented here (dubbed “SpecTad”), Directionality            

Index (abbreviated “DI”) (Dixon et al., 2012) Insulation Square (Crane et al., 2015) and another               

spectral algorithm due to Chen et al., 2016 (“Chen”), on four different Hi-C experiments: Mouse               

cortex with 40kb resolution from Dixon et al., 2012, mouse embryonic stem cells at 20kb               

resolution from Nora et al., 2017, another mESC at 100kb resolution from Fraser et al., 2015                
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(noted “Pombo” here) and human HCT-116 cells from Rao et al., 2017. The results of Chen                

algorithm were excluded from the analysis of data from Nora and Rao, as it performed poorly                

and distorted the graphs. All algorithms were executed using their default parameters. 

The two first scores will use the following property: when comparing pairs of loci of distance k,                 

intra-TAD pairs (both loci in the same TAD) interact more often than inter-TAD pairs (in which                

each locus is in a different TAD). It is essential to compare pairs of the same distance, since as                   

distance grows the interaction probability decreases dramatically. 

Figure 18. demonstrates this - the 1Mb diagonal is marked, blue rectangles indicate intra-TADs              

and pink rectangles indicate inter-TADs. Note that the division to these subsets is determined              

solely by the TAD segmentation. The induced histograms are shown in Figure 19. 

 

 

 

Figure 18. The bins along a Hi-C diagonal are divided into two populations: Intra-TADs and               
inter-TADs 

 

 

Figure 19. The histograms of inter- and intra-TAD bins along the 1Mb diagonal 
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2.1.4 Inter- and intra-TAD averages Score 

A simple way of demonstrating how well the two sets of pairs defined above (inter- and intra-                 

TAD) differ is plotting their averages. In Figure 20(A) each dot represents a segmentation: Its               

X-coordinate is the average interaction frequency among inter-TAD 650kb distant pairs, and the             

Y coordinate is the average interaction among intra-TAD pairs, of the same distance. Ideal              

segmentation will be located near the upper left corner - frequent interaction inside TADs and               

rare interactions between them. Much like ROC curve, the line y=x (plotted for convenience) can               

be achieved by random segmentation. This score doesn’t inherently favor segmentations with            

few or many boundaries, for example choosing less boundaries will lower the mean interaction              

within TAD, and vice versa. In Figure 20(B) a summary of these results is presented - the ration                  

between intra- to inter-TAD mean count, along the tested diagonal, per each dataset and each               

algorithm. 
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Figure 20. (A) Averages score (intra vs. inter). Top: Dixon, Nora. Bottom: Pombo and Rao. 
(B) Counts ratio per algorithm 
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2.1.5 TAD calling score using Kolmogorov-Smirnov p-value  

Another way to assess how different these two sets (inter- and intra- TAD contact frequencies) is                

the Kolmogorov-Smirnov test: Under the null hypothesis (random segmentation) they were           

drawn from the same distribution, and the more distinguishable they are, the more significant the               

test will be. For a segmentation π, which induces a division of k-distant pairs to ,               ,πinter
(k) πintra

(k)  

we define the score as 

 (π) S(π , )Sk = K inter
(k) πintra

(k)  (Eq. 9) 

That is, the p-value of the test. To aggregate the results of all pairs, the scores of all diagonals (up 

to some distance) are computed. The p-values are then combined using Fisher’s method, that is 

computing the statistic  which is known to be  distributed. To avoid− (S (π))t = 2 ∑
K

k=1
log k χ2

2K  

numerical issues the score is defined to be t, and not its p-value. 

 

Figure 21. -log10 the p-value per distance, before the summation. It can be observed that in intermediate                 
distance, where each type of population is abundant, the significance is stronger. (SpecTAD on chr1,               
data from Nora et al., 2017) 
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Figure 22. Comparison of the Kolmogorov-Sminrov score, on chr1 from the four datasets 

 

This score is highly dependant on the number of TADs: the larger the compared sets are, the                 

bigger the score is, and therefore roughly equal sized sets are preferred. To compare              

segmentations with different number of TADs we plot the score of a segmentation along with the                

number of its TADs (Figure 22.) 
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2.1.6 Compliance with A/B Compartments 

A/B Compartments are another well-known characteristic of the genome architecture, which           

self-fold like TADs, with distinct transcriptional features. It was shown (Dixon et al., 2012;              

Lieberman-Aiden et al., 2009) that TADs comply with the compartments, meaning a single TAD              

resides in either compartment. We will use a quantification of this compliance as another              

approach for assessing the quality of a proposed set of TADs. 

 

 

Figure 23. (A) Illustration of TADs that perfectly comply with compartmentalization 

 

To quantify the TAD compliance we first need to get the compartments eigenvector, whose              

positives entries belong to one compartment and negative entries belong to the other. We will               

compute this vector using PCA (Lieberman-Aiden et al., 2009): Each diagonal of the contact              

matrix is normalized to have 1 mean (result is often called Observed over Expected matrix).               

Then Principal Component Analysis is computed for the correlations matrix of the above matrix.              

In order to automatically choose the compartments component (often, but not always, the first              

one), the PC most correlated to DNase Hypersensitivity is taken, and considered the             

compartment eigenvector. To quantify the compliance mentioned above we calculate a scored,            

defined as . are TADs and v is the compartments eigenvector, meaning the vector  ∑
 

i

|
|
|
|

∑
 

t∈T i

vt

|
|
|
|

 T i             
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is summed in each TAD, and these sums are added in absolute value. A segmentation that does                 

not violate the compartmentalization will result in the sum of absolute values of v, the maximal                

score. On the other hand, a TAD that involves the 2 compartments (positive and negative               

elements in v) will have some elements cancelled out, yielding a lower score. Since finer               

segmentations will score better on this test (e.g. TADs of 1-bin size will necessarily get the                

maximal score), we compare the score with the scores of 500 random shuffles of the TADs. The                 

reported score is the distance of the actual segmentation score from the mean result of random                

shuffles, in terms of their empirical standard deviations. 

 

 

Figure 24. Comparison of the different algorithms tested on various datasets 

 

2.1.7 Predicted TAD boundaries are enriched for ChIP-seq signal 

TAD boundaries are known to be enriched with several protein bindings and histone             

modifications. This phenomenon demonstrate the biological quality of boundaries, rather than           

quantitative score, using which different algorithms can be compared. With accordance to the             
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previous research and to the Loop Extrusion model, TAD boundaries chosen using the proposed              

method are enriched with CTCF and Cohesin.  

CTCF binding 

 

SMC1 binding 

 

Figure 25. Bindings around boundaries taken from Dixon, Nora, Pombo and Rao, chosen using SpecTAD 
CTCF: Mouse cortex and mouse ESC from Shen et al., 2012; HCT-116 from Maurano et al., 2015 
SMC1 (Cohesin): Mouse cortex from Cuadrado et al., 2015; Mouse ESC from Kagey et al., 2010;                
HCT-116 from Rao et al., 2017.  

 

2.1.8 CTCF motif directionality in TAD boundaries 

It was recently shown that CTCF motifs forming a loop point towards each other (a supportive                

evidence for the “oriented barrier” function of this protein), meaning that the 5’ motif tends to                

reside on upstream to the boundary, where the 3’ motif will be enriched downstream. 

To demonstrate this phenomenon, we suggest observing the signal equal in its absolute value              

equal to the ChIP-Seq read, and its sign corresponds to the orientation of the associated binding                

site. The loci and orientation of the motifs were called using PWMscan with CTCF motif from                

JASPAR 2018 (Khan et al., 2017). In Figure 26 the average signal over called boundaries is                

plotted, and indeed boundaries are enriched with CTCF, upstream of boundary on the + strand               

and downstream on the -.  
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It is probable that small errors in the locations of boundaries, due to insufficient Hi-C resolution,                

such small errors can result in opposite peaks cancelling one another. Hence, we suggest an               

optimization process for refinement: we want to allow small shifts in the chosen offsets, in order                

to get less noise, or a more uniform signal. We assume that there is a typical ChIP signal, , and                  μ   

each sampled signal is drawn from a multinormal distribution with unity matrix as covariance,              

with  as the mean, that is:μ  

and the minus log likelihood is (ar(x|μ) exp( )P = ∏
n

i=1

1
√2π 2

−(x −μ )i i
2

       (x) (x )L = ∑
n

i=1
i − μi

2   

multiplicative factor is omitted). Furthermore, we assume that shifts are also drawn from a              

normal distribution with mean 0 and some standard deviation, and therefore the minus log              

likelihood of data x and shift j is ( is a constant determined by the        (x, ) (x ) jL j = ∑
n

i=1
i−j − μi

2 + β 2 β       

variance of the shifts distribution) - first addend is the measurement noise, or the deviation from                

typical ChIP signature, and second addend is the likelihood of getting this shift. We then used a                 

Maximization-Maximization process to iteratively improve the likelihood: 

1.  is chosen to be the averaged ChIP signalsμ  

2. For each signal x, the shift j which minimizes , using current , is chosen.(x, )L j μ  

3.  is updated to the average shifted signalsμ  

Steps 2 and 3 are performed iteratively until convergence.  
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   Dixon        Nora         Pombo    Rao 

 

Figure 26: average signal around boundaries is presented before refinement (top) and after (bottom). TAD 
boundaries were chosen using SpecTAD 

Indeed it seems that small changes in boundary location can result in sharper ChIP signatures, 

and oriented CTCF binding sites better coincide along different boundaries. It should be noted 

that this optimization process may result in overfit, meaning that even randomly distributed 

peaks and anti-peaks might be aligned and form these sharpened patterns. 
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2.2 Continuous Insulation Coefficients 

2.2.1 Linear model for Hi-C prediction 

A common model for the interactions distribution, adapted from polymer folding dynamics, is             

the Power-Law model. This model states that the intensity of a pair's interaction is correlated               

with its distance, and the correlation is given by: 

 log I ∝ log D (Eq. 10) 

Namely, the interaction intensity I of loci i,j is linearly correlated in log scale with the distance D                  

, which is |i-j| (Figure 27.) 

 

Figure 27. Power-law decay (blue) and log-linear decay (orange), plotted in log-log axes 

 

Interestingly, the linear correlation coefficients (the slope α, and the intercept β for which              

) are TAD dependent (Lajoie et al., 2015) and hence previous work in thelog I = α · log D + β               

field of Hi-C analysis was done in an effort to segment chromosomes into TADs, and then learn                 
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some parameters characterizing each TAD. The model to be presented here generalizes the             

parameters characterizing the TADs and the TADs' boundaries. 

Our model, based on an idea by Dr. Noam Kaplan (unpublished work, 2016), uses the idea of                 

Insulation Factors. We will think of the interaction of loci i and j as a stochastic process, moving                  

from i to j, step by step. At each locus there is a probability that the process will terminate, and                    

the pair's intensity is the probability of the process to successfully reach its destination, j. This                

idea encapsulates two major characteristics of the interaction patterns: 1. distant pairs are less              

likely to interact, and 2. some loci are more “insulating” than others. The probability of the                

process to terminate at a locus (instead of moving to the next one) will be called its insulation                  

factor. For example, we expect TAD boundaries to have a very high insulation factor. 

 

 

Figure 28. Illustration of the probabilistic model. In this model, the interaction counts are determined               
by the coefficient in the bin 

 

More formally, suppose each locus k has insulation factor pk , the model will predict the                

interaction between i and j to be . We will work in log scale, since this yields a linear       (1 )∏
j

k=i
− pk             

model and more stable calculations. Let us denote the insulation factor ,           = (1 )αi : log − pi  

resulting in: 

 log I ij = ∑
j

k=i
αk   (Eq. 11) 
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This model, however, is not consistent with the power-law: If we assume a constant α in some                 

region (e.g. a TAD), it yields to a log-linear proportion ( ; Orange plot in Figure 27.).          Dlog I = α       

We will hence add distance-depended normalization factor and an extra parameter β , and the full                

model is 

 log I ij = D
log D ∑

j

k=i
αk + β  (Eq. 12) 

The parameters for the model are αi for each locus, and a single additional parameter β. If we                  

assumed all αk are equal to some constant α between loci i and j , we will get 

.That is, this model is a generalization of the modellog I ij = D
log D ∑

j

k=i
α + β = α · log D + β            

described earlier, where the chromosome is segmented to TADs, each exhibiting a power-law             

behavior. The addition of the normalization factor and β is designed in order for the model to fit                  

the power law. 

It is noteworthy that all TADs share a single β in this model. We can overcome this be defining                   

(and then, in a segment where α s and β s are fixed this results in alog I ij = D
log D ∑

j

k=i
αk + 1

D ∑
j

k=i
βk                   

power-law model), but since β is similar among TADs this haven't shown a significant              

improvement in the results. 

2.2.2 Insulation model - Inference of the {ɑk} parameters 

For given values αk, β we can use the model to predict interaction count. We’ll denote our model                  

predictions by , and we wish to minimize the Root Mean Square Error (RMSE) of log  I ij
︿

              

interaction counts, . From each pair i,j in the Hi-C map we can derive a linear  | ||| log I − log I
︿

2               

equation as in Eq. 12, where Iij is the measured interactions count, D=|i-j| , and αk, β are the                  

variables. The best solution of this system of equations can be found using multiple linear               

regression: We will construct a matrix A and a vector b which, for a given α vector, the RMSE                   

noted above equals (see Methods for explicit construction of A and b). Thus, the   |Aα ||| − b 2             

optimal parameters ( α s and β ) can be found analytically in polynomial time. 
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Figure 29. Goodness of fit comparison of constant fit (equals the standard deviation of the data) ,                 
power law fit (one slope and intercept for the whole chromosome), and the proposed model. 

 

We should note that the RMSE presented here is in log scale (meaning, comparing log               

interaction counts). Since the RMSE of log intensities is not necessarily monotone in the RMSE               

of intensities, the α s do not necessarily minimize the RMSE in natural scale (as they are                 

guaranteed do in log scale), but they do provide a good approximation for the minimum. 

We conjectured that α s would be quite constant inside a TAD, with sharp decreases at                

boundaries. However, they exhibit a noisy pattern, although sharp decreases indeed occurred at             

boundaries. This behavior is suspected to be over-fitting to the noisy data, and we will add a                 

element to the loss to avoid this. To enforce this smoothness we will revise the loss function to                  

where denotes the vector of adjacent differences, and λ dictates the|Aα || ||Δα||| − b 2 + λ 2   αΔ            

strength of this regularization. This loss function can still be expressed as a linear regression               

problem, with the added equations , so this solution is still polynomially solvable     α αλ i+1 − λ i = 0         

with multiple linear regression. 

39 



 

Figure 30. Left: The α differences magnitude as a function of λ. Right: RMSE of fit as a function of λ 

 

As can be seen in Figure 30. applying strong regularization (>93% decrease in ) results in a             |Δα|||     

small decrease in fit quality (<2% increase in RMSE). 
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Figure 31. Top: α computed from Hi-C map. Bottom: Interaction counts vs. reconstruction using α 

 

As discussed earlier, strong mark of insulators is CTCF binding. Since stronger α implies              

insulating locus, we can expect α vector to be correlated to CTCF bindings. Indeed, α vector                

derived from mouse cortex Hi-C maps and CTCF ChIP-Seq track from ENCODE (ENCODE             

Project Consortium, 2004) are correlated along the genome with Pearson r=-0.048 (p≤ 1E-33).             

ChIP was transformed to log scale, to overcome outliers. r is negative since α s are negative:                 

higher CTCF = stronger insulation = lower α . 
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3. Methods 

Spectral representation - choosing the gaussian kernel parameter σ 

One of the first steps of the algorithm is to transform correlations to affinities using a Gaussian                 

kernel. In order to choose the width of the Gaussian, dictated by σ, we want to choose a σ such                    

that will be, roughly speaking, the threshold between intra-TAD count values (close to 1) and               

inter-TAD (close to 0 or below). To achieve that, we use an estimation of the distribution of                 

TAD sizes. Assuming the typical TAD size is 1Mb, we take the 650Kb diagonal where the pairs                 

are equally inter- and intra-TADs, and define to be its median. We then choose .       m         (1 )σ = 2
1 − m  

This guarantees that the median of the mapped values along that diagonal is constant, .e−2  

 

Figure 32. The monotonically increasing mapping between [-1,1] to (0, 1] using a half Gaussian, m and 
its image are marked. 
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Spectral clustering - Efficiency constraints for initial TAD size 

Since this method is computationally intensive, the chromosome is divided to blocks, and the              

process is performed on each block separately. The spectral projection is computed for each              

block (the blocks overlap and only their middle thirds are taken into account, to avoid               

end-effects). The parameters used here: The block size is 24Mb; The spectral space's dimension,              

k is 8. During dynamic programming phase, TAD sizes are limited to be from 150kb to 2Mb. 

Spectral representation - A-priori parameters and calculation of posterior         

distribution 

If the data is uniformly distributed over the k-1 dimensional sphere, each coordinate has mean               

and . We’ll use the conjugate prior distribution, which is itself normal, meaningμ0 = 0   σ0 = 1
√k

            

, and the estimation is done by choosing the expected value of w.r.t to the prior(μ , )μ ~ N 0 σ0
2             μ      

distribution on sampled data, namely: , and can be     [μ|x] r(μ ) r(x|μ )  dtμ̂ = E = ∫
 

 
P = t · P = t · t     

analytically computed (Murphy, 2007): we start with hyperparameters and , then        μ0 = 0   σ0 = 1
√k

  

n observed samples x whose mean and variance are and will update the hyperparameters         μ   σ2      

to and . The posterior distribution is then modeled with  σ0′2 = ( 1
σ0

2 + n
σ2 )−1

   μ0′ = σ0′2 ( μ0
σ0

2 + σ2
nμ)         

and . For a proposed clustering, we will define the score to be theμ̂ = μ0′   σ̂2 = σ0′2 + σ2              

negative log likelihood of the data, according to the estimated distributions, .σμ,ˆ ˆ 2  

Insulation Model - design matrix construction 

For a given matrix A, called the design matrix, (usually over-determined, that is with more rows                

than columns) and a vector b, a close formula exists for finding the vector x best solves .                 xA = b  

Formally it is the x which minimizes , the (root of) sum of squared errors. This x is       |Ax ||| − b 2            

defined by  where  is the pseudo-inverse of A.bx = A+ A+  

The equations to be solved are where Iij are known (data to fit), D is |i-j |      log I ij = D
log D ∑

j

k=i
αk + β            

and α s and β are the variables. It is clear that the equations are linear w.r.t α, β. We will define                      

our region of interest as all pairs with distance up to a threshold d (set to 2Mb in the analysis                    

shown here), if n denotes the chromosome length in the Hi-C resolution, the number of pairs is                 

43 



therefore . We define A to be an matrix .The (n, ) = d )r d : 2
2n−d · ( + 1 − n        (n, )r d × n + 1   n · i + j  

row of A is derived from the i,j cell of the Hi-C matrix. It involves αk for k=i,i+1,...,j and β, so                     

this row has constant factor, in entries i to j, 1 in its last entry (β's coefficient), and 0     D
log D                

elsewhere. The entry of b is . Then the Pseudo-inverse and x are computed, the  n · i + j      log I ij          

first n coordinates of x are the α s and the last one is β . 

Computing the pseudo-inverse takes O(n3) time. For the data used in this work it can be                

performed on the entire chromosome in a few minutes, on a server with sufficient memory. 

Logarithm of empty Hi-C bins 

Many sampled bins in Hi-C are empty (depending on the resolution and sequencing depth), and               

since our model approximates log I, this occasionally equals log 0, and yields an undefined               

behavior. To ensure strictly positive counts, I+1 is used, and the vector b actually has               

 on its entries.(1 )log + I ij  

 

4. Discussion 

In this work we introduce two approaches for modeling Hi-C data. The first approach is TAD                

calling that effectively splits chromosomes into their domains, using spectral projection and            

dynamic programming. We have demonstrated that identified boundaries have biological          

significance, in addition to basic requirements from TADs, such as enrichment in interaction             

within the TAD. It is noteworthy that our segmentation model is somewhat simplified - we               

assume that domains are adjacent and that the boundary is exactly 1 bin wide in the given                 

resolution. Additionally, the hierarchy of the structures is not modeled and the existence of              

super-TADs or sub-TADs is ignored. However, once our building blocks are defined they can              

easily be unified or split to create higher-order models. The simplicity of segmentation,             

compared to general clustering problems, allows for the dynamic programming algorithm to            

solve it in cubic time (whereas the equivalent problem without the consecutive-clusters            

constraint is NP-complete). This is also true for the Normalized Min Cut problem, and its               

consecutive variant.  
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Recent research in Hi-C analysis was also performed with the objective of reconstructing the              

actual 3D conformation of chromatin, such that the interaction frequencies will match as much as               

possible the experiment results. However, the interaction counts are the sum of a large              

population of cells, very likely to be in different cell phases and generally exhibit different               

conformation. It is therefore unlikely to find a single 3D shape that complies exactly with Hi-C                

results.  

Our second approach was therefore to model the Hi-C maps, not their underlying 3D structure,               

with a generative model. Although this model has a relatively small parameters space (n instead               

of n2) we have demonstrated that it is able to successfully reconstruct Hi-C maps. Since a certain                 

level of noise inherently exists in the data, we cannot expect a perfect fit, so it is difficult to                   

evaluate the quality of the fit of our model. Future work can be done to address this issue, for                   

example by comparing different repetitions or Hi-C experiments under the same conditions, to             

try to assess the internal error. Another future direction of this representation is to use it as an                  

intermediate step to Hi-C prediction: Given some genomic data (e.g. the sequence, protein             

bindings, etc.) one can try to predict the interactions map. It is not trivial how to formulate this is                   

a standard prediction problem, since the interaction intensity of two loci clearly depends on loci               

between them (for example, the presence of a strong insulator). Using this model, we can try to                 

develop a model that given the genomic data of a region predicts its α value, and from these                  

values compute the entire map. 

Some constraints can be introduced to the α vector. For example, to enforce a sparse vector the                 

addend can be replaced with (ℓ1 norm). The optimization problem (commonly||Δα||λ 2       ||α||λ 1        

referenced to as Lasso) is still convex, and the resulting vector will be sparse - inducing a                 

segmentation, with an insulation level for each boundary. 

Together, the two complementary methods can help approaching the immense data generated by             

DNA-DNA interaction experiments, such as Hi-C. Hopefully, this can be a step towards better              

understanding of the chromatin 3D conformation, which plays a role in so many cellular              

processes. 
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